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CSI661 Data Mining Outline

What is Data Mining? Anyone familiar with 
techniques/uses

Student Grade Example

Fundamental Tasks in Data Mining

Decision Theory: Putting it all together

Course Logistics
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Data Mining Definition
• Data Mining is : the process of finding noveland 

actionable patterns in data, quintessentially data 
bases, but also web logs, streaming data, flat files 
(genome sequences) etc.

• It is not performing simple queries
• Example data mining algorithm applications

– Predict individuals likely to defect (Telco churn)
– What items are bought together (Amazon)
– Identify users with similar browsing habits (Ad popups)
– Identify unusual (anomalous) behavior (Fraud)
– Bioinformatics etc.



CSI 661 - Data Mining Lecture 1 3

A Simple Database – Student Grades
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Some Terminology and Notation

• Experimental Unit

• Fields, Records

• ti is the ith tuple (record) in the database

• ti = {xi1 … xin, yi}

• xi1 … xin : the independent fields

• yi : the dependent field
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Classification
• Given a database D={t1,t2,…,tn} and a set of classes 

C={C1,…,Cm}, the Classification Problem is to 
define a mapping f:D�C where each ti is assigned to 
one class.

• Actually divides D into equivalence classes.

• Identify what differentiates males from females in 
terms of grades
– E.g. if 500Grade = “A” and 503Grade = “A” then Male
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Decision Tree For Playing Tennis

Disjunction of conjunctions
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Another Perspective of a 
Decision Tree Model
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Clustering

• Group together 
similar records.

• What naturally 
occurring sub-
populations of 
students exist.
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Clustering Applications - 1

Image
Segmentation

Spatial and Feature Space Clustering: Applications in Image Analysis, 6th Int. Conf. on Computer Analysis and Patterns, Prague, Czech Republic

Lots of examples of clustering “traditional” vector data
Customer demographic data base, 
Transactions
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Clustering Applications - 2
More recently applications to non-vector data
Sequences (Web-usage)                           Curves/Trajectories (Web-usage)

Trajectory clustering using mixtures of regression models
S. Gaffney and P. Smyth ACM SIGKDD International Conference on Knowledge Discovery and Data Mining1999
Visualization of navigation patterns on a Web site using model-based clustering
I. Cadez, et’ al. Technical Report MSR-TR-00-18, Microsoft Research, March 2000
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Clustering Applications - 3

Alignment Then Clustering
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Hiearchical vs Non-Hierarchical
Agglomerative Hierarchical Clustering

1. Initially, every instance is in its own cluster
2. Compute similarities between each cluster
3. Merge two most similar clusters into one.
4. Goto 2
Also divisive hierarchical clustering.

Non-Hierarchical Clustering
Find the “best” grouping of the instances into k 

clusters/groups/classes
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Associations

• What field values commonly co-occur.
– ie. If 500Grade = “A” -> 503Grade = “A”

• Set of items: I={I 1,I2,…,Im}
• Transactions: D={t 1,t2, …, tn}, t j⊆ I
• Itemset: {I i1,Ii2, …, Iik} ⊆ I
• Support of an itemset: Percentage of transactions 

which contain that itemset.
• Large (Frequent) itemset: Itemset whose number 

of occurrences is above a threshold.
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Association Rules Example

I = { Beer, Bread, Jelly, Milk, PeanutButter}

Support of {Bread,PeanutButter} is 60%
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Association Rule Definitions

• Note X, Y are sets
• Association Rule (AR): implication X ����

Y where X,Y ⊆ I and X ∩ Y = ;
• Support of AR (s) X ���� Y: Percentage of 

transactions that contain X ∪Y
• Confidence of AR (αααα) X ���� Y: Ratio of 

number of transactions that contain X ∪
Y to the number that contain X
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Course Structure -1

• Begin by teaching basic algorithms used for tasks.
– Basic algorithms have limitations

• Different research areas in data mining look at 
addressing these limitations.

• Example of problems and solutions
– Sheer size of data to mine

• Pre-process data into KD-tree and mine the tree

– Transient nature of data: streaming data
• Modify algorithms to be one pass and incrementally sample

– Data has spatial or temporal aspect
• Model spatial nature of data

– etc.
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Course Structure - 2

• Putting it all together with decision theory
• Data mining algorithms find patterns, attach 

probabilities/confidences to each.
• Make decisions/actions based on patterns.
• But actions, decisions have consequences 

(ie. Risk/cost/loss)
• Given we know these risks, how do we 

make decisions to minimize our risk.
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Course Structure - 3

• Chose a developing area of data mining
• Read and critique papers/text in the area

– I will provide the packets of papers/text.

• Identify a small open problem (not application)
– Design/implement an algorithm
– Use algorithms in-conjunction with each other etc.
– Empirically or otherwise verify the algorithm’s 

performance.

• Report findings
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Logistics and Next Lecture
• Text: Collection of book extracts and papers
• Mailing List
• Meeting times: MWF 11:15-12:05 @ HU112
• Office hours: MW: 4-5pm
• TA: Ke Yin (ke@cs.albany.edu)
• Contact: davidson@cs.albany.edu, 518 442 5173
• 3 Assignments (25% each), small one hour homeworks

to reinforce material (15%), Class participation (10%)
• Class web site : cs.albany.edu/~davidson
• Next classes: Classification Algorithms


