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2 — Where I/0 Fits In

I/0O devices (also called peripherals) are the third

part of the von Neumann architecture.

Peripherals are responsible for permitting the
computer to exchange information with its

external environment.
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_Instructions
| nstructions
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| interacface devices)
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Figure 1: Classic von Neumann Architecture
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3 — I/0O Device Types

I/O devices may communicate with either devices

or users. Devices can be categorized according to
what they interface with:

1. Human Readable
2. Machine Readable

3. Data Communication
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4 — Device Type Features

Devices differ according to their:
1. Data rate
Application
Control complexity
Unit of transfer
Data Representation

Error Conditions

Storage media

Removability of media
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5 — I/O Performance Issues

Modern multitasking operating systems allow

processors to perform another task while waiting

for an I/O to complete.

However, the user still has to wait for the I/0O, so
even if throughput is high, response time could be
long (which alienates users).
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6 — Relative Storage Speeds

Many peripherals are used for storage, we see that

mechanical devices can be orders of magnitude

slower than electronic devices.
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7 — Relative Storage Costs

Hennessy and Patterson [2] describe storage costs.
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FIGURE 6.5 Cost versus access time for SRAM, DRAM, and magnetic disk in 1980, 1985, 1990, and 1995.
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8 — Architectural Support for I/O in Systems
Historically the choices for I/O support included:

1. Programmed I/0

2. Interrupt Driven 1/0

3. Direct Memory Access (DMA)

The current trend for block oriented devices is

DMA.
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9 — Evolution of I/0O Functions

Traditionally users make a system call to get 1/0.
The following methods are used:

. Direct Processor Controlled T/0O
. Polling Software Module Level Control

. Interrupt Driven Software Module Level
Control

. Interrupt Driven DMA

. Separate 1/O Processor using Main Memory

. Separate 1/O Processor with Local Memory

Disk controllers and modern network cards all
into the last category.
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10 — Bus Management

A bus can be thought of as a collection of wires
connecting parts of the computer. Typically buses
are classified as:

1. CPU-Memory buses

2. I/O Buses

Each wire on the bus, is typically called a [line

which carries a signal.

The signal is said to be asserted when the charge
is positive, and deasserted when the charge is

negative.
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11 — A Bus Management Example

The read signal is asserted and the address is put

on the bus concurrently.

The wait signal is by default asserted, and is

deasserted upon the availabilty of the data.

—
D
X

Address

FIGURE 6.8 Typical bus read transaction.
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12 — Bus Masters and Arbitration

A bus master is a device on a bus which can
initiate a read or write transaction (e.g. the
CPU). A device which is coerced to cooperate

with the master is called a slave.

Each line on the bus can have at most one signal
at a time (otherwise the signal is garbled in the
resulting collision). Arbitration is the act of

selection which device (in the event of contention)

is granted control of the bus.
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13 — Bus Master Protocol Example

Once the master is given control of the bus (via
arbitration):

1. Master asserts its data and address signals on
the bus and deasserts read (to indicate a

write) and waits.

. Master waits (until ¢;)Bus Master Protocol

Example for the slave to decode the signals.
. Master asserts a request to transfer at time to.

. Slave asserts an acknowledgement of the
transfer when the data is received.

. Master releases request upon reciept of ack.

. Slayve releases ack.
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14 — Split Transaction Buses

A split transaction bus partitions signals into
packets, and allows other devices to utilize the

bus during an incomplete transaction.

Address X addrl >< addr2
>< data0

FIGURE 6.10 A split-transaction bus.
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15 — Bus Synchronization

A bus can have a clock or be asynchnronous.

Asynchronous buses coordinate via hand-shaking

(self timed protocols).

Clock skew
(function of
bus length)

Asynchronous better

Synchronous better

Similar

Mixture of 1/0
device speeds

Varied

FIGURE 6.12 Preferred bus type as a function of length/clock skew and variation in

I/O device speed.
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16 — Bus Support for DMA Control

The data bus typically needs to be augmented
with additional lines to support DMA.

Data
Register

Data Lines -=

Address
Address Lines Register

DMA ACK

Control

Figure 2: A Typical DMA Block Diagram
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17 — DMA and Busy Cycles

The bus scheduling for DMA access is typically

more flexible than for an interrupt. DMA just has

to block memory access, interrupts have to avoid

instruction restart whenever possible.
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Processor
Cycle

Instruction Cycle

Processor
Cycle

Processor
Cycle

Processor
Cycle

Fetch
Instruction

Decode
Instruction

DMA

Fetch
Operand

Breakpoints

Figure 3: DMA vs.
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Interrupt Scheduling
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18 — DMA Configurations

DMA can either share a common bus with the
CPU or it can be detached, or it can have its own
bus.

DMA

Cr
U Module

(a) Single-bus, detached DMA

DMA DMA
Module Module Memory

1/0

(b) Single-bus, integrated DMA-1/0

System Bus

1/0 Bus

I/0

(¢)I/Obus

Figure 4: Some Popular DMA Configurations
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19 — DMA Channels

Systems requiring sustained I/0O bandwidth may
give DMA controllers dedicated channels, with
instruction streams flowing to the controllers
along the channels. Multiplexors can can be used
to select the I/O channel.

Data and Address Channel
to Main Memory

Selector —I

Channel J ( [
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L - /0 I/0
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Multi-
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Figure 5: DMA Configurations
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20 — Buffering

Hardware and software can use buffering to store
data in fast memory pending I/0O to overcome

latency.

User Process Operating System

I/O Device

(a) No buffering

User Process Operating System

1/0 Device

L
L

(b) Single buffering

User Process Operating System

1/0 Device

User Process Operating System

(c) Double buffering

I/0 Device

. i In

(d) Circular buffering

Figure 6: 1/O Buffering Schemes
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21 — Buffering Performance

Let
e M be the time for a memory copy,

e ( be the the computing time between input

requests, and

e T be the time to transfer a block out to the
peripheral.

The cost of unbuffered 1/0 is T + C.
The cost of a buffered I/0 is max(C,T) + M.

Historically M < T however recent trends in high
performance computing have determined that
excessive copying degrades performance in

practice.

In general buffering levels out I/O performance

over short term variations.
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22 — Anatomy of a Disk

Hard disks (also called Winchester disks) are
often the large capacity media of choice in

modern systems.

Track ¢

\

Cylinder —— .| |
ylinder | Read/write

heads

s

Rotation

Figure 7: Hard Disk Components

Operating Systems ACSI 500 W. A. Maniatty



23 — Raw Disk Sector Addressing Dept. of Computer Science, University at Albany

23 — Raw Disk Sector Addressing

Typically the sectors on a disk are assigned
sequential addresses along the tracks, let b be the
block address of a sector.

Parameter Meaning

The block address (to find)

cylinder of sector

surface of sector
position of sector within its track

number of sectors per track

track /cylinder number

Table 1: Parameters of Sector Computation

b=k +sx (j+ixt) (1)
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24 — Access Performance of Disks

Seek time is the time to move the arm to the
desired track. Let T be the seek time, n be the
number of tracks traversed, m be the time to
traversing a single track, and s be the startup

time, then:

Ts=mXxXn+s (2)

Transfer time is the time it takes to scan the
information off the disk, letting 1" be the transfer
time, and b be the number of bytes to transfer, N
be the sector size in bytes, and r be the

revolutions per seconds, then:

b

T = —
rIN

The average access time, T}, is:
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25 — Access Time of Disks Continued

Hennessy and Patterson give a version (similar to
above) for a “fallacy” of assuming seek time
increases linearly with distance:

Seek Time

Distance traveled

Mean distance traveled

Mean seek time

Min seek time

D
E[D]

Ts = min|[T| +
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26 — Is this a good approximation?

Experimental results showed that the linear

estimator does not fit well.

Measured

Time (ms)

Formula: T = Tmin* (D/Davg)*(T -T )

avg min

80 100 120 140 160
Seek distance

FIGURE 6.42 Seek time versus seek distance for the first 200 cylinders.
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27 — Revenge of Disk Access Times

Chen and Lee noted that seek time is not linear

with distance since:
1. The seek arm undergoes acceleration to move

2. The seek arm decelerates to stop and wait for
damping of vibration (settle time).

. The arm must pause occasionally to reduce
vibration (chatter)

So (if we know a , b and ¢ then a better function
would be:

T,(D)=axVD—1+bx(D-1)4+¢ (6)

But how do we estimate thes new unknowns?
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28 — Access Performance of Disks
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29 — Disk Scheduling Policies

In practice disk access times are highly sensitive

to the previous head position. Most disk

scheduling algorithms focus on this.

0
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Figure 8&:

(a) FIFO

(c) SCAN

(d) C-SCAN

Some Disk Schedules
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30 — Disk Free Space Management

Available space needs to be found quickly for
storage. Typically blocks are:

1. Corrupted — Hardware failure, not available

for use
2. Free
3. Used

Typically either bitmaps are used, or a list

structure, sometimes with run length encoding

(assuming larger contiguous spaces). The list

structure may be contiguous or linked.

The lists are stored starting in a fixed block
within the partition (for uniform access at boot

time), and may chain into other blocks.
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31 — Disk Block Allocation Methods

1. Contiguous

2. Linked List (and FAT)

3. Indexed
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32 — Contiguous Allocation

This requires that a file n blocks long occupy n

contiguous blocks. External fragmentation and

file placement are difficult problems.

Operating Systems ACSI 500 W. A. Maniatty



32 — Disk Block Allocation Method®ept. of Computer Science, University at Albany

directory

File Start Length
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Figure 9: A Contiguous Allocation Scheme
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33 — Linked Allocation

Each block maintains a pointer to the next block,
with an entry in the system directory block for

the head of each file. Free blocks get placed on a

special free linked list. Performance can be bad

due to excessive seeks.
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directory

File Start End

Jeep ? 25

~N

Figure 10: A Linked Allocation Scheme
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34 — File Allocation Tables

File allocation tables use a linked list stored in a
table with one entry per block in a dedicated
block on the partition. This is used in MS-DOS,
OS/2 and MS Windows (probably NT too).

Redundant storing of the links on disk provides a

recovery mechanism.

Operating Systems ACSI 500 W. A. Maniatty



34 — Disk Block Allocation Method®ept. of Computer Science, University at Albany

directory entry

test

217

name

start block

No. of disk blocks

end-of-file

Figure 11: File Allocation Table Scheme (FAT)
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35 — Indexed Schemes

Each file has an index block which is an array of

pointers to contiguous disk regions. When a file is
allocated all index pointers are initalized to nal.
As space is needed, blocks are appended to the
index tree structure.

Some options include:

1. Linked
2. Multilevel Indexed
3. Combined
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36 — Unix File System Layout

The Unix file system dedicates low order blocks in
a partition for:

1. Boot Block — For bootable partitions.

2. Superblock — The root of the file system’s
inode heirarchy.

Inodes — Indices to blocks on disk for the file
system.

disk drive partition partition partition

filesystem

boot block(s) a—

super block 4—

Figure 12: Unix File System Partitions
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37 — Unix INODE Usage

The INODES form a Btree [1, 7, 3] of the blocks
in a file.

i-node|i-

. o~
filename
number

- filename
number

Figure 13: Inodes in the Unix File System

Operating Systems ACSI 500 W. A. Maniatty



38 — Disk Block Allocation Method®ept. of Computer Science, University at Albany

38 — Unix INODE Usage

Directory blocks contain Inode information for
files in the directory. The Unix file system is a
directed rooted graph (but not a tree or DAG).
Partitions can be added by mounting them (i.e.
inserting them into the directory structure).
MS-DOS does not have mounting.

directory blocks and data blocks

directory directory
block block

1267
i-node

number| "

Figure 14: Inodes and Directories in the Unix File

System
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39 - RAID

RAID stands for Redundant Arrays of Inexpensive
Disks.

The redundancy, can be exploited in the following
fashions:

1. Providing error recovery (aka fault tolerance).

2. Parallelizing 1/0O access.

3. Support for files larger than a single disk.
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40 — RAID Error Recovery Levels

The RAID advisory board (RAB) specifies the
following levels of error recovery:

1. Failure Resistant — the controller which can
protect against data loss and loss of access to

data due to a disk failure.

. Failure Tolerant— the controller can protect

against data loss and loss of access to data

due to the failure of any component within

the storage system, not just a disk.

. Disaster Tolerant — the controller imparts to
the disk system the ability to protect against
data loss and loss of access to data due to the
failure of one entire zone of a disk system
physically separated into two or more zones.
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41 — Availability vs. Reliability

Hennessy and Patterson use the following
definitions:

1. Reliability — Is anything broken?

2. Availability — Is the system available to the

user”?

Using redundant disks decreases the component
level reliability of the system (i.e. having N disks

results reduces reliability by a factor of 1/N over

a single device).

Availability can be achieved by allowing hot
swapping (i.e. replacing parts without shutting
down the entire system).
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42 — Striping

Suppose you have N disks, each disk having a
block size of B, and you wanted to access a block
of size N x B.

Striping partitions the block into /N subblocks,
and assigns each block to one disk. Performance
improves, since the I/O requests can be issued in

parallel (asynchronously to each subblock), so the

block is retrieved in time (on average) t where ¢ is
the time to retrieve one subblock of a disk.

Striping has poor performance for smaller writes
(transaction based 1/0), but is fast for large block
I/0.
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44 — Commonly Encountered RAID levels

e Level 0 — Fast and cheap, but less reliable.

e Level 1 — Reliable, but requires backing up

every write on a second disk.

Level 3 — Uses parity to a parallel access
striped array with a dedicated parity disk,
permitting regeneration after a disk failure.
Transcation performance is poor because of
lock step write synchronization.

Level 4 — Like level 3, level 4 uses a parity
disk but member disks are independently

accessible. This is better for transaction I/0

rather than large file transfers. The dedicated
parity disk is an inherent bottleneck,
motivating write back caching.

Level 5 — Like level 4 but parity blocks are
evenly distributed to all disks.
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45 — Tradeoffs of Raid Levels

If we consider a single disk as having balanced

cost, availability, and performance, we can

categorize the RAID levels as:
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